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Abstract
The rapid growth of AI models and large-scale fMRI datasets in
NeuroAI has outpaced the tools available for making sense of them.
As a result, researchers face growing challenges in understanding
which models perform well, which brain regions or datasets remain
difficult to predict, and how existing models can be used to ex-
plore new scientific hypotheses about the human brain. We present
Cortex-Canvas, a web-based interactive system designed to support
both structured comparison and hypothesis-driven exploration in
NeuroAI research. Cortex-Canvas integrates two complementary
components: the Scoreboard, which provides multi-dimensional
views of model evaluation across brain regions, datasets, and train-
ing sources; and the Lab, which exposes trained brain-encoding
models as executable tools, allowing users to upload custom stimuli
and test hypotheses through in silico experimentation.

CCS Concepts
• Human-centered computing → Interactive systems and
tools; Visualization systems and tools.
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1 Introduction
The synergy between artificial intelligence (AI) and neuroscience
has created a powerful new paradigm for understanding the brain.
This emerging field, often called NeuroAI, has revealed striking
similarities between artificial neural networks (ANNs) and patterns
of human brain activity recorded by methods like functional MRI
(fMRI) [5, 11, 13, 14, 17, 29]. This convergence offers a twofold
promise: on the one hand, AI models can provide candidate com-
putational theories of brain function; on the other hand, insights
from neuroscience can inform the design of more robust and gen-
eralizable AI systems.

At the same time, the rapid growth of NeuroAI has created a prac-
tical challenge. Researchers must navigate an increasingly large and
fragmented landscape of AI models and brain datasets, making it dif-
ficult to form a unified, actionable view of what works, where, and
why. Community resources such as Brain-Score [24] have been in-
strumental in advancing the field by aggregating model evaluations
across datasets and presenting them by ranked scores. Yet many
everyday scientific questions are conditional and hypothesis-driven:
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which models best predict responses in a particular brain region,
how performance varies across datasets or stimulus domains, and
where models show consistent strengths or weaknesses. Meeting
these needs calls for two complementary capabilities: interactive
scoreboards that enable flexible, multidimensional exploration of
evaluation results, and readily available, executable models that
researchers can run on new stimuli to test and refine hypotheses.

To address these challenges, we propose Cortex-Canvas, a web-
based interactive system designed to support model execution and
evaluation through two components. The Scoreboard aggregates
evaluation from 126 models, two training datasets, six evaluation
datasets, and three category-selective regions in human visual cor-
tex. It enables users to switch between a global heatmap for overall
comparison and more focused views with bar charts and scatter
plots for drilling down into specific research questions (Figure 1).
The Lab allows users to execute models on their own visual stim-
uli and immediately inspect predicted brain responses, supporting
open-ended exploration and hypothesis-driven inquiry (Figure 2).
Together, the Scoreboard and the Lab connect benchmarking with
in silico experimentation, helping researchers both contextualize
existing results and pursue new scientific questions.

To gather early-stage feedback on Cortex-Canvas, we conducted
focus group sessions with 12 neuroscience trainees and researchers.
We examined whether the Scoreboard supported sensemaking
across dispersed evaluation results and whether the Lab enabled
hypothesis-driven exploration through executable models. Partici-
pants often converged on similar high-level scientific takeaways
when using the Scoreboard, while also drawing on different visu-
alizations and reasoning strategies aligned with their individual
research goals. In the Lab, participants generated, tested, and it-
eratively refined hypotheses by probing custom stimulus sets. To-
gether, these findings suggest that interactive scoreboards paired
with executable model access can support NeuroAI research by
lowering barriers to exploration and strengthening the connection
between evaluation and scientific inquiry, while also highlighting
opportunities to better scaffold multidimensional exploration in
the Scoreboard and condition-based workflows in the Lab.

2 Background
NeuroAI is an exciting new field [6, 25, 30] at the intersection of neu-
roscience and AI that seeks understanding the brain’s computations
by building surrogate computational models of neural processing.
In practice, NeuroAI spans several complementary approaches. One
line of work leverages high-performing AI algorithms as in silico
models of perception and cognition. A second line builds brain-
inspired AI models by introducing architectural motifs, inductive
biases, or learning objectives motivated by neuroscience, to test
mechanistic hypotheses about how neural computations may be
implemented in the brain. A third line focuses on neural decoding
which involves building models that map from brain activity to
percepts or actions. This enables applications such as stimulus re-
construction and brain–computer interfaces. In this work, we focus
on the first direction in the visual domain, though the approach we
develop could in principle extend to other modalities and settings.

The field of NeuroAI has particularly matured in the domain of
vision because three key ingredients have come together at once.

First, the rapid growth of AI has produced a set of strong vision
models of visual perception. Second, human vision neuroscience
has delivered large-scale brain datasets that measure reliable re-
sponses to thousands of natural visual stimuli including images and
videos, providing a high-quality target for model evaluation. Finally,
the field has developed some powerful linking methods such as
developing encoding models [16, 21] that can map a model’s inter-
nal features into brain responses measured from fMRI. Together,
strong candidate models, rich brain data, and standardized linking
methods have made it possible to compare models systematically,
and have yielded a growing set of models that predict responses in
human visual cortex with high accuracy across regions and datasets.
In this work, we focus primarily on fMRI responses from a small set
of well-studied, category-selective regions in human visual cortex.

Our work addresses a practical problem of this rapidly growing
field. The field currently lacks a coherent, high-level view of model
performance that supports the kinds of questions neuroscientists
actually ask: which models best predict a given brain region, how
robust are those results across datasets and stimulus domains, and
what are the systematic failure cases? BrainScore [24] has made
an important contribution by organizing model evaluations into a
shared benchmark. However, much of its evaluation tradition was
shaped around monkey electrophysiology, where neural responses
are recorded directly from small populations of neurons under
highly controlled conditions. Human fMRI differs in important
ways. Rather than measuring individual neurons, fMRI captures
indirect, voxel-based signals that reflect the activity of millions
of neurons. While this introduces challenges in interpretation, it
also offers advantages that are central to NeuroAI research. Human
fMRI data can be functionally aligned across individuals using
functional Region of Interest (fROI) analyses, enabling comparisons
across participants and across studies without retraining models
from scratch. This creates new opportunities for examining model
generalization across brain regions, datasets, and stimulus domains.

In developing tools to support human fMRI-based NeuroAI, we
identified two recurring gaps. First, static score aggregation alone
is insufficient for scientific use. Researchers rarely ask only “Which
model is best overall?” Instead, most questions are conditional:
Which models best predict responses in a given region? How does
training choices affect model performance? Where do models fail in
consistent and interpretable ways? A useful overview must there-
fore be navigable, allowing researchers to move fluidly between a
global summary and focused analyses depending on their scientific
priorities. Second, evaluation scores alone do not support iteration.
Scientific inquiry often requires probing models further: running
them on new stimuli, testing whether specific effects replicate, or
examining systematic failures. This hypothesis-driven exploration
requires model pipelines that are executable and reusable. Yet in
practice, executing and adapting state-of-the-art models remains
a significant technical barrier. We emphasize that our goal is not
to build a general-purpose visual analytics system for predictive
model comparison, which has been extensively studied in machine
learning benchmarking [2, 12]. Rather, Cortex-Canvas is designed
to support the scientific workflows specific to NeuroAI, where
researchers must reason across neuroscientifically grounded di-
mensions (e.g., brain regions and stimulus domains) and transition
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seamlessly from benchmarking to hypothesis-driven probing using
executable models.

In this work, we proposed Cortex-Canvas, which pairs an in-
teractive, multidimensional scoreboard for sensemaking with a
model-execution interface that supports rapid, hypothesis-driven
probing. The current version focuses on three category-selective
regions in human visual cortex: the Fusiform Face Area (FFA) [15],
Extrastriate Body Area (EBA) [8], and Parahippocampal Place Area
(PPA) [9]. The current version of Cortex Canvas includes 126 widely
used vision models (typically convolutional- [20] or transformer-
[7, 27] based models), 6 public fMRI datasets [3, 4, 10, 18, 19, 28] for
evaluation, and 2 fMRI datasets [1, 22] as training sources. While
this initial scope is limited, the system is designed to scale and
supports extension to new models, brain regions, and experimental
settings in future work.

3 Cortex-Canvas
In this section, we describe the design of the Scoreboard and Lab in-
terfaces, followed by the underlying implementation that supports
model evaluation and execution.

3.1 The Scoreboard: A Unified View of Model
Evaluation Across Regions and Datasets

The Scoreboard is designed to organize fragmented model evalua-
tion results into a unified resource, while also supporting interactive
exploration aligned with different research questions. To support
this flexibility, the interface is organized into four tabs: Models,
ROI, Dataset, and Training Sources, each corresponding to a distinct
research perspective and visualized using plots tailored to that an-
alytical focus. For researchers asking which models perform best
overall, the Models tab provides a global heatmap that enables
comparison of model accuracy overall (Figure 1A). This overview
can be further refined through bar charts that support drilling down
into specific subsets, such as performance within the PPA region
on the BMD2024 dataset (Figure 1B). For questions centered on the
predictability of brain regions or datasets, the ROI and Dataset
tabs present gap plots (Figure 1C), which visualize the distance
between model performance and dataset ceiling. These views help
identify regions or datasets that remain systematically difficult to
model. Finally, to examine how training dataset influences model
performance, the Training Sources tab uses scatterplots to com-
pare results across two mapping sources, NSD [1] and Murty [22]
(Figure 1D). Each point represents a model, with its position relative
to the diagonal indicating which training source yields stronger
predictions, enabling direct comparison across models at a glance.

3.2 The Lab: An Interactive Sandbox of
Executable Models for Hypothesis Testing

The Lab is designed to expose AI models as accessible, executable
tools that support hypothesis-driven exploration. Before commit-
ting resources to costly and time-consuming fMRI experiments,
the Lab allows researchers to first test ideas by using these trained
brain-encoding models to predict brain responses to their proposed
visual stimuli. This enables researchers to quickly assess whether a
hypothesis is plausible or promising, directly in the browser and
without any coding or computational setup.

The Lab guides researchers through a three-step workflow (Fig-
ure 2). First, users upload their proposed visual stimuli (images)
designed to probe a specific hypothesis about brain. For example,
FFA region is well known to respond strongly to natural face im-
ages. A researcher may ask whether this response extends to altered
faces or face-like patterns that deviate from natural appearance,
such as mooney faces [26]. To explore this question, the researcher
can curate and upload corresponding image sets reflecting these
variations. Second, users configure the experiment by selecting the
brain region of interest, the model architecture, and the mapping
dataset most relevant to their question. Finally, the system generates
interactive visualizations of predicted brain responses. These visu-
alizations enable researchers to compare responses across stimuli,
inspect response patterns, and iteratively refine their hypotheses.
In the example shown in Figure 2, the model predicts lower FFA
responses to mooney face images. Based on these results, the re-
searcher may choose to further refine the stimulus set by exploring
additional categories of different face patterns to characterize the
boundary conditions of face selectivity in human visual cortex
before conducting a full fMRI experiment.

3.3 Implementation
Cortex-Canvas was built based on a unified framework that enables
both evaluation and execution of encoding models. We adapt pre-
trained vision models from public repositories (e.g., Hugging Face,
PyTorch Hub) to fMRI prediction tasks through lightweight readout
layers. We identify the optimal mapping between model layers and
regions of interest (ROIs), as well as suitable hyperparameters, by
conducting layer and hyperparameter sweeps. Then the identified
optimal readout layers are trained to map intermediate representa-
tions of visual stimuli to voxel responses in human fMRI datasets,
optimized with mean squared error (MSE) loss.

The predicted data results taken from the readout mappers is
evaluated to determine model scores. For the univariate evaluation,
Pearson correlations are calculated between the mean responses
across regions of interest from themodel readouts and an evaluation
dataset. For a multivariate evaluation, the Spearman correlation
across voxels is taken, and compared to a noise-ceiling value. The
noise-ceiling value is found by doing a subject-pair correlation
between subjects in the training dataset following the method de-
veloped by prior research [23]. To support interactive execution in
the Lab interface, we retain the optimal encoding configurations
identified during training. The best-performing checkpoint for each
model is stored and indexed within the system. This enables users
to run inference on new stimuli without retraining encoding mod-
els, allowing rapid hypothesis-driven probing while preserving
reproducibility of evaluation results.

The backend was hosted on an institutional GPU server, coor-
dinating model training, inference, and deployment, and exposing
these capabilities from our server to the frontend via Gradio. The
frontend was built as a web interface with React for interactive
components and D3.js for dynamic data visualizations.

4 Focus Group Study
To collect early-stage feedback, we invited 12 graduate students (6
female, 6 male) with backgrounds in NeuroAI, including early-stage
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 “Which model performs best? Overall, and specifically on PPA region of BMD2024 dataset?”

 “Which brain region and fMRI dataset is most difficult to predict?”  “Which fMRI dataset is better as training source for models?”
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Figure 1: The Scoreboard support switching among navigation tabs and in-tab options for different research focus. A) Heatmap
when activating the Models tab, showing all model performance scores across all conditions overall. B) Bar chart when further
specifying detailed options combination of Training Dataset, ROI, and Evaluation Dataset, under the Models tab. C) Gap plot
when activating the ROI or Dataset tab. The x-axis shows the dataset ceiling, estimated from human-to-human correlations,
and the y-axis shows the gap of average model performance to this ceiling. Larger gaps indicate models still fall short of brain
predictivity. D) Scatterplot when activating the Training Source tab. Each dot represents a model, colored by evaluation dataset.
The x and y axis shows performance when trained on two different fMRI datasets.
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 “How would face-selective region (FFA) respond to Mooney faces?”

Mooney faces

Faces

Scenes

Upload stimuli conditions for hypothesis

Larger distance reflect 
distinct neural representation

Specify the model for brain prediction

Figure 2: The Lab supports a three-step workflow for researchers to upload stimuli, customize experiment settings, and generate
interactive visualizations to test and explore hypotheses with their own stimuli sets.

trainees (n = 4), experienced researchers on both fMRI data and AI
models (n = 3), and researchers whose expertise was only experi-
mental (n = 3) or computational (n = 2). Participants first explored
the interface on their own and then took part in group discussions.
In the Scoreboard session, participants were asked to freely explore
the interface to answer structured questions including which model
performs best, which brain region and fMRI dataset is most difficult

to predict, and which dataset is better as training source. In the Lab
session, participants were asked to explore a hypothesis with their
own stimuli sets. Each session lasted around 60 minutes.

Interacting with the Scoreboard. Participants showed clear ma-
jority patterns across the four questions, identifying Blip2 as the
best-performing model overall, EBA as the hardest region to predict,
NSD Synthetic was the most difficult evaluation dataset, NSD1000
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Brain Models

User Uploaded Stimuli

 6 fMRI 
Evaluation 

Dataset

126 Pre-trained 
Models

2 fMRI 
Mapping 
Datasets

+

FrontendInference Server

Training

Gradio API The Lab

The Scoreboard
Model Evaluation Result

Model Prediction of Stimuli

Figure 3: Implementation of Cortex-Canvas: the brain mod-
els are trained and hosted on the inference server, with the
Scoreboard pulling evaluation results and visualizing them,
and the Lab processing stimuli uploaded by users and return-
ing model predictions.

as the better training source. Minority responses stemmed from
a specific research focus. For example, when considering the best
model, P9 gave extra weight to the FFA evaluations, which she
viewed as a more clearly defined and reliable region than EBA
or PPA. Most participants (9/12) visited all tabs, combining mul-
tiple visualizations to get their answers. This suggested that the
Scoreboard could support flexible interpretations based on different
research focus. At the same time, participants did highlight that the
sheer number of available options did create some difficulty. They
further suggested improvements included side-by-side comparison
views, and conversational chatbot interactions to provide shortcuts
to complicated visualizations.

Interacting with the Lab. Participants uploaded a total of 709 im-
ages to test their hypotheses about the brain. Across participants,
we identified three broad categories of hypotheses. 1) Probingmodel
weaknesses: Some participants explicitly set out to break the mod-
els. They designed edge-case stimuli they believed would expose
differences between human visual cortex and model predictions.
P1, for example, tested whether category-selective regions are ro-
bust to spatial frequency manipulations while models are not. 2)
Revisiting classic neuroscience studies: Others turned the Lab into
a platform for testing well-known category-selective hypotheses
with fresh stimuli. P7 and P10 contrasted cartoon versus realistic
faces in FFA. 3) Exploratory discovery: A third group engaged in
more open-ended exploration. P8, for example, uploaded a large set
of 245 images to probe whether unexpected response patterns such
as predicted FFA activation to isolated body parts were consistent
across stimuli. Most participants (10 out of 12) reported that inter-
acting with the Lab helped them refine or rethink experimental
ideas and identify additional stimuli worth testing. Participants
also offered constructive feedback, including requests for improved
organization of uploaded stimuli and additional analysis support,
such as grouping stimuli into experimental conditions.

5 Conclusion
Cortex-Canvas demonstrates how an interactive interface for model
evaluation and execution can bridge large-scale benchmarking with
hypothesis-driven in silico experimentation. The Scoreboard sug-
gests a shift in how benchmarking tools are used in NeuroAI from

ranking tools to sensemaking tools that allow researchers to see
where models succeed, where they fail, and where systematic gaps
remain. The Lab further lowers the barrier to hypothesis-driven ex-
ploration by allowing researchers to run encoding models directly
in the web interface without managing complex code or infras-
tructure. Together, these capabilities position Cortex-Canvas as a
step toward more interactive and executable research workflow for
NeuroAI.
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